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KRISTINE DORRAIN: Hi, everybody. Good morning, good afternoon, good evening. This 

is Kristine Dorrain, one of the Co-Chairs of the Registry 

Stakeholder Group DAAR Working Group. Jim is on the call as 

well. He’s the other Co-Chair. We are pleased to have John Crain 

and Samaneh Tajali on the call with us today. We are continuing, 

kind of. We took a hiatus last week to go back to our respective 

corners and get some work done. Our hope today is that we will 

come back and present the things that we worked on last week 

and be able to continue our conversation. 

 All right. Okay, good. I just heard something but maybe everything 

seems okay. Our goal – hopefully this is okay with Samaneh – at 

this time is we’d like to start with allowing ICANN to have its bite at 

the apple first and talk about the work that Samaneh has done in 

the past week and the progress she may or may not have made 

on adding some other metrics to the data. 

 Samaneh, I don’t really know how it works. I always just send 

something to Sue to share the screen. So if there’s a link or 

something that Sue can refer to or if you’d like to e-mail Sue 

something to put up on the screen, feel free. Otherwise, feel free 

to talk us through what you have.  

When we’ve exhausted that topic, then the registries have also 

worked on our initial cut at what we think one addition to the 

DAAR report could look like as far as better marketing, better how 

the DAAR data is useful and isn’t useful to help better inform the 

community as they go into reading that report. So we’re ready to 

present our first cut for your review as well. 
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Again, we’re doing everything just in the room today, but we know 

that we’re quickly moving to a time period in which there’ll be more 

transparency, generally, as far as the work that everyone is doing 

here at OCTO puts out updated reports or as we add language to 

reports. All of that work will become more transparent. 

So thanks, everyone, for joining. Samaneh, I will defer to you to 

share with us what you were able to think about and work on since 

we spoke the last couple of weeks ago. 

 

JOHN CRAIN: I just wanted to say, first off, that we’ve not actually managed to 

get any new graphs ready yet, but they are on track for next week 

– wow, it’s next week – in Montreal. So we’re still on track for that, 

but we have been doing some work on that, and I’ll ask Samaneh 

to talk to that. 

 Also, there’s an abuse call coming up a bit later today, so I’m 

assuming everybody is going to be on that as well. I think me and 

Samaneh are just going to – or at least I am – follow that. 

 So, Samaneh, if you want to talk about where you are now and 

where you intend to be by Montreal, that would be good. 

 

SAMANEH TAJALI: Thank you, Kristine. Thank you, John. Basically, I haven’t had 

much time in the past two weeks to do extensive analysis on this 

because of conference I had to attend, but I gave it some thought. 

I looked at some of the data suggestions that were sent by some 

of the people that were participating in this meeting. I have three 

other ways to – I mean, not “other” but from those that we 
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discussed – also discuss with you to also know your opinions on if 

it is a good way or not. 

 The first one that I looked at was TLDs with Type/Category 1. I 

didn’t know anything about it, so I had to read. I saw that this is 

only applicable to a very small range of TLDs. So I don’t know if 

anybody on the call is familiar with it. Shall I explain it or show the 

data for how it looks like? 

 

KRISTINE DORRAIN: Yes. I would not assume that everybody knows or is familiar with 

which TLDs are Category 1 TLDs, and we would love to hear a 

little bit more about the data you looked at. Thank you. 

 

SAMANEH TAJALI: Perfect. Then I will just share my screen with you guys so that you 

can see it. Can everybody see my screen now? 

 

KRISTINE DORRAIN: Yes, we can. Thank you. 

 

SAMANEH TAJALI: Perfect. So I will just show a slice of the data. I’m showing a slice 

because – oh, wait. Let me think through how to do this because, 

this way, the anonymity of the data will be – anyways, let me pull 

up the actual category [in stat]. 

 These are the Category 1 TLDs. There is 181 TLDs that have 

those, and they are grouped in categories. Basically, one way to 

cut this data is to merge this data to the actual DAAR data and 

use it to see how much abuse is distributed within this category. 
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 Now, the problem with this metric and this way of cutting is that it’s 

not applicable on all the data. So, in my opinion, it can be used 

later as a factor to see in a more holistic regression model, which I 

will presenting in Montreal, to see basically the correlation 

between abuse and different categories, including this one. But it’s 

not a good metric for the whole data to be cut around it for the 

DAAR report, although ICANN used it just for the sake of 

presentation in Montreal. 

 Then there is … 

 

JIM GALVIN: Question. 

 

SAMANEH TAJALI: Is there any questions? 

 

KRISTINE DORRAIN: Go ahead, Jim. 

 

JIM GALVIN: I wonder if you could expand a bit on the last thing that you just 

said, Samaneh. You seemed to be suggesting that breaking it out 

by categories and looking at the data based on category was not a 

good way to look at the data. Can you say a little more about 

[inaudible]? Did I misunderstand you? Or what’s your point there? 

 

SAMANEH TAJALI: Actually, I didn’t look at all the categories. This data that I just 

pulled up in the Category 1 TLDs. Is there other interesting things 

that other categories that would be interesting in terms of abuse 
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that you would like me to include? If all the TLDs have a category, 

then, sure, I can include all of them. The problem with the current 

one is that not all the TLDs are Category 1s. So, it wouldn’t be a 

statistically systematic analysis if I do it. Do you know what I 

mean? 

 

JIM GALVIN: I do. I guess my only immediate reaction – I guess we’ll wait and 

see what the slicing shows. Whatever distinction that we can 

make here – it would be interesting to look at some of these 

different distinctions and just see whether anything comes out of 

that or not. I think it’s actually useful even to see that a particular 

category doesn’t have abuse issues or any concerns in that 

space. I think that’s useful knowledge to have and worth calling 

out. I think it’s good to know that for the future. Thanks 

 

SAMANEH TAJALI: Okay. Noted. I’m having [unmuted]. 

 

UNIDENTIFIED MALE:  Sorry. Are you doing [inaudible]? 

 

SAMANEH TAJALI: Sure. Okay, continuing. And I have to change [rooms] afterwards. 

So just before passing to the next metric, Jim, are you suggesting 

that all the TLDs are placed in a category? Because that is not 

what I’m aware of. If such data exists, I would like to know where 

and how I could find that. 
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JIM GALVIN: No, I’m not. So that’s fine. But I think knowing about Category 1 

TLDs and what their standing is in the universe is still useful 

information. That’s what I’m saying. 

 

SAMANEH TAJALI: Sure, sure. Yeah, I understand that. ICANN always presents those 

and discusses those with you and then we see if you want to 

include it in the DAAR report. What I meant was that having a 

monthly report on this maybe is not the best idea. I’m happy to 

share the analytics that I get out of this with you guys and we 

decide what to do next. 

 

JIM GALVIN: That would be great. Thank you. 

 

SAMANEH TAJALI: Okay. The next metric that I looked at was the restriction type. 

Basically this is a name I created based on the previous [SDAQ] 

work that we did for ICANN until the abuse when I was still a post-

doc. I categorized the TLDs based on their restriction. Basically, 

Category 1 is generic, geographic, community, and brand. The 

legacy ones are for the new gTLDs. 

 The good thing about this is that this applies for the whole data, 

and there are actually interesting results in it. Personally, I think – 

and based on our previous research – this shows to have 

significant correlation with abuse. Basically, the stricter, the less 

abuse. But, again, this research was performed, I think, two years 

ago, so it can be repeated. It’s an interesting one to look at. 
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 The graphs that you see here are some preliminary graphs that 

are generated just to explore the data. That’s why I’m not showing 

them [particularly]. But, as I pass, you can also take a look. 

 Then I looked at TLDs with Spec 13. I think it’s interesting to [add] 

TLDs with Spec 11. This would also be an interesting one to look 

at. I still have to go into depth of what does Spec 13 actually imply 

in order to be able to explain the results that I will be producing.  

 But, yeah, these were the three ideas that I had. I would like to 

know your input on it. 

 

KRISTINE DORRAIN: Thanks a lot, Samaneh. We’ll go to Rick first. 

 

RICK WILHELM: Thanks very much. Could you put the screen back up, please? 

 Can you hear me? Thank you. Thanks, Samaneh. Could you go 

back to, for example, the one that you said the restriction type 

here – thank you. What is this graph showing? Could you just 

explain what this is showing? You said that this shows that 

restricted TLDs have less abuse, but there’s no bullets, no 

description, of the graph. So I just couldn’t really tell what it’s 

showing here. 

 

SAMANEH TAJALI: Really good question. First, I have to explain that I didn’t make the 

graph really to be used for [analysis]. That’s why it is very rough 

and there is no description. But actually this pie graph is not about 

abuse. I just wanted to see how the domains are distributed over 

these types. So what you see in this graph that 87% of the 
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domains are in legacy [inaudible][NGO] graphic. It’s just the 

domains. It doesn’t have anything to do with abuse. 

 What I explained earlier was the result of my previous research. I 

said that it would be interesting to look at this metric because 

previous research showed that there is a relation. When I looked 

at abuse here, again, I have to go more in depth. It’s just a primary 

graph. I saw that, for instance, although – this is something that 

we all know – the majority of domains are here, but when I looked 

at abuse percentage, which is the normalized abuse, then the 

majority are in generic and then brand. So actually the distribution 

changes a lot when you look at abuse and not the actual – I mean, 

my point is that abuse is not proportional to the size of the domain 

space that they are managing. 

 It would be interesting also to look at each type of abuse 

specifically. This pie plot is not the best to dig more into the data. 

This is just to quickly look at distributions. 

 Did that answer your question? 

 

JIM GALVIN: In the chart there that’s up with the big purple Pacman, what’s the 

numerator and what’s the denominator – like, what are the 

percentages of … 

 

SAMANEH TAJALI: This is then percentage of abuse that is located in each restriction 

type, let’s say. Or what did I call it? Yeah, restriction type. So the 

percentage of domains abuse in each type across all TLDs. 
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JIM GALVIN: Let’s say just hypothetically that, if there were 100 total domains 

that were found to be abused in a particular month, 68 of them 

would be resident in generic TLDs. So that [inaudible]? 

 

SAMANEH TAJALI: Indeed. That’s what I [inaudible] 

 

JIM GALVIN: Okay. Thank you. 

 

KRISTINE DORRAIN: Thanks, Samaneh. My hand is up next, so I will dive in with my 

question. Mine is actually more of a comment because I really 

appreciate you running through these graphs for us. We do 

appreciate that these are very preliminary, early cuts and 

appreciate you trusting us to show these to us and hear our 

feedback. 

 The one thing that I would note here that is a little confusing for 

me that may be something that you wish to clarify in your next 

round of this is that legacy TLDs are generally considered to be 

generic TLDs. I think some of them may be sponsored, so maybe 

they’re not generic.  

So, as you’re thinking about cutting data and you’re thinking about 

the words “generic” and “legacy,” legacy goes to when they signed 

their contract versus the type of TLD it is. I’m not sure what you 

are meaning by legacy versus generic there, but I think you will 

definitely need more clarity around how that data has been sliced.  

Do you have a response to that? 



 

Page 10 of 32 

 

 

SAMANEH TAJALI: Very good point, Kristine. Thank you. Actually no because I pulled 

the data from an ICANN page and I just assumed it’s correct. 

 

JOHN CRAIN: I do have one small comment, Kristine, and that is, with whatever 

labels we end up using in the report, we’re going to have to be 

crystal-clear about what they mean. I fully agree with that. What 

we don’t want to do is add confusion or add room for 

misinterpretation either by mistake or deliberately by outside 

[inaudible] we do it.  

 We’re pulling a lot of this data from [Data GDD’s] publishing. 

These are very rough. What we’re showing you here is really our 

work in progress. I’m glad that you appreciate that that’s not the 

normal way we always do things. So we’ll make sure that 

everything is clear. Hopefully, as we go through – and if we do 

decide to [inaudible] – [inaudible] telling us when things aren’t 

clear. If it’s clear to us, it doesn’t necessarily mean it’s going to be 

clear to the person reading it. But, yeah, I of course fully 

understand the difference between all these terms, but most 

people reading probably don’t. 

 

KRISTINE DORRAIN: Thanks a lot, John. Yeah, we really appreciate that and agree 

about the really good labels. I think we’re sensitive to it a bit 

because of one of our sensitivities that we mentioned in our 

document to you was the need to think of some other way, not 

that you can’t slice data including legacy versus not legacy but 

that that there needs to be more ways to slice the data, that that’s 

not the end-all, be-all. So any time you through legacy in there at 
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all, I feel like we’re reverting back to legacy and everyone else 

versus splitting things up by type and in those sorts of things. So I 

think that’s really helpful. Thanks. 

 Were you going to respond? 

 

JOHN CRAIN: Yeah. There was a bit of history as to why we did the legacy 

versus the newer TLDs. It was really Spec 11. So defining them 

by Spec 11 and not Spec 11 is probably a better way of pulling it. 

 

KRISTINE DORRAIN: Thanks. I’m going to defer to my colleagues to correct me if I’m 

wrong, but I do believe that some of the TLDs that would be 

considered legacy – I’m not sure about this – if they’ve signed an 

updated version of the registry agreement, would they know have 

a Spec 11 as part of their new contract? I’m not entirely sure. So 

we may wish to look into that a bit more when defining legacy in 

the future. 

 Sam, go ahead. 

 

SAM DEMETRIOU: Thanks, Kristine. I’m sorry that I don’t know the answer to the 

question that you posed about Spec 11 or terms like Spec 11 

being in legacy TLDs, but to your point about how that terms get 

defined, I think it seems to me like the distinction previously being 

used was pre-2012 round as legacy and then post-2012 round 

because we know, for example, that post-2012 round, all those 

TLDs have Spec 11 3B in them. But I think that gets into  little bit 

of confusion because I think there’s some legacy TLDs, if you’re 
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taking that definition – some pre-2012 TLDs – that do have 

registration restrictions of some kind in them.  

So just thinking back to the categories that Samaneh had laid out 

– the restriction categories of brand, community, geo, and other (I 

think that’s what they were) – that  I think is still painting with a 

little bit too broad of a brush. But I recognize that understanding 

whether TLDs actually do have registration restrictions and, I don’t 

know, setting a threshold for how restrictive does [it need to be to] 

become a “restricted” TLD is a real challenge. Having to gather 

that data is going to require, I think, something beyond just the 

basic metrics that ICANN collects. I think it’s probably going to 

have to involve a degree, potentially, of self-reporting on the part 

of the registries. 

So I am very sympathetic to the data-gathering challenges that 

Samaneh is outlining, but I think, when we talk about restricted, at 

least for me, I think about it more in terms of registration policies 

than just the broad categories of community brand, etc., even 

though those tend to be restricted as well. 

 

KRISTINE DORRAIN: Thanks a lot, Sam. I’ll let Samaneh or John collect their thoughts 

and respond. I just wanted to note too that this is something that 

this working group is happy to help on. As you all get the data and 

refine your charts, we’re happy to help come up with the right 

language around it that’ll help the community really see what it is 

so we don’t accidentally used legacy or restricted or whatever – 

terms that maybe have evolved over time to have a different 

meaning. So we’re happy to help with that as well. 

 Before I enter Kurt’s comment into the record, John or Samaneh, 

did you have a response to Sam? 
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 Go ahead, Samaneh. 

 

JOHN CRAIN: Oh, okay. Sorry. 

 

KRISTINE DORRAIN: John, you’re next. 

 

SAMANEH TAJALI: Sorry, John. Sam, yeah, I totally agree with you. That is what I 

was hoping to get out of this meeting: the fact that it might be 

inaccurate and also to double-check the inaccurate parts and get 

input from you guys. That is the process that I will go through, for 

sure. And to also get back to court about his comment about pie 

charts, which is very valid. Normally when I’m working with the 

data I just do preliminary aggregation and cleaning and put up 

some plots to just look at the data from different perspectives. This 

is what you saw in the document that I shared. I trust that you 

know this is preliminary work and it’s not going to be particularly 

used, as in the final report. So it’s just my way of looking at the 

data and seeing what’s there. But point taken, and I will make sure 

that the new plots that are going to be included are explanatory 

enough and improved from the previous report. 

 

KRISTINE DORRAIN:  Thanks, Samaneh. John, did you want to add something to that? 

 

JOHN CRAIN: Pretty much I was going to say something very similar. On the 

issue of preliminary thoughts and things like that, I see this very 
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much as a collaborative effort. So at least with this group – I don’t 

know if there’s a broader technical group that [inaudible] 

community in the future – we want to be able to share out 

thoughts before they’re always fully baked. It’s a bit of a Catch-22 

for us. If we do anything that’s too baked, we get shouted out for 

not including people in the early stages. If we do anything too 

early, we get shouted out for not being complete enough. And 

we’re quite used to that and it’s okay. But I just wanted to say 

that’s where we are now. We’re really trying to share our thought 

process with you and have you involved in the early stages of any 

changes. 

 

KRISTINE DORRAIN: Thanks, John. We do appreciate that: the half-baked versus the 

too-baked. It sounds like we can never get quite at the happy 

medium. 

 Not seeing any other hands in the chat. John or Samaneh, I think 

we’re running pretty close to time if we’re going to split the time 

today. John or Samaneh, do you have anything else to add? Any 

final thoughts as far as next steps? I did want to say really quick, 

circling back to something you said earlier on, is that the way we 

have it pegged is that we actually do have a call next week 

scheduled. We may wish to circle back around. We can talk about 

this more at the end and meet up again to continue this work and 

take a look at any more metrics or data slicing.  

Then on the 29th is the week everyone leaves. I’m certain that you 

will all be in transit. So the question internally becomes, will we 

internally meet before we all head out to the ICANN meeting? So I 

want everyone from the registry side to be thinking about the 
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answer to that question: whether or not we want to meet on the 

29th. 

But from your perspective, John and Samaneh, are you available 

to come back next Tuesday? If you are, would there be another 

iteration of this that you’d like to share or another discussion you’d 

like to have around this? Or do you feel like you’re not going to be 

able to have anything before Montreal? 

 

JOHN CRAIN: I’ll leave that to Samaneh because she’s the one who does the 

actual work. I’m just the one who makes her do it. So, Samaneh, 

where do you think you’d be next week? 

 

SAMANEH TAJALI: Personally I think it’s useful maybe to discuss one other time 

before meeting in Montreal. I’m not sure. Before I present anything 

concrete that I call semi-final even, I would like to check all these 

points that we just raised about accuracy of the data and if there 

can be other data added to this, other ideas. But at least I can 

see, if I feel comfortable to informally share my thoughts with you 

and it’s not taken as the final thing, then I think it’s nice to discuss 

one more time. Maybe we come up with more ideas. Otherwise, I 

will share the final stuff and also work in discussion with you in 

Montreal because, from our point of view, it will go back and forth 

several times until we find something that we all agree is useful. 

 

KRISTINE DORRAIN: Thanks a lot, Samaneh. Yeah, I think we agree with that. When 

Sue schedules the meeting for next Tuesday, we’ll invite both of 

you. If you get to Tuesday and you’re like “Argh! We haven’t done 
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anything new!” let us know. That’s fine. But I think we would love 

to also have that time to look through what you’ve done since then 

and get prepared for Montreal as well. We would also like to help 

get things in a better position before everybody else sees it in 

Montreal. I think that would be really helpful for everyone. 

 Anybody else on this topic? 

 Great. Okay, well, we will come back to this next week then and 

hopefully take a look at more slicing and dicing. Let’s switch tacks. 

We are going to take the same trust and we’re going to share a 

doc that we’ve been working on internally. This has not been 

shared with the full Registry Stakeholder Group yet. This is just 

this working group’s suggestion. One of the things we wanted to 

take away was we were going to come back with some ideas of 

how to help message what DAAR is and isn’t to the rest of the 

community. What we ended up doing is we had originally started 

with this idea of just coming up with a bunch of bullet points, but it 

really morphed into a little bit more form and substance than we 

originally intended. 

 What Sue is going to show up on the screen is a draft. we’ll just 

run through it, much like you ran through your data with us. We 

took your preface, which is we took the DAAR report, copied the 

second – you have an executive summary and then you have a 

preface, which kind of talks a little about how the report should be 

used. It references back to your methodology and such.  

So what we ended up doing is we ended up taking that and then 

just filling in where we thought the gaps were. Our goal here was 

really to be as complete as possible with providing as much 

information to the community as possible. The idea would be to 

run through this now and get your gut reaction, much like we gave 
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you our gut reaction on your tables and your graphs and your 

data, on what we have included here. Then, if we have to go back 

and tweak in the next week, we can do that and then basically 

circulate it around to the registries as well to get their input. Then 

we’d like to let you have it. I know you’ll have to circulate it 

internally as well and make your edits before it’s palatable enough 

to post as part of the DAAR report. So I thought we would run 

through that right now. So I will do that.  

Samaneh, is that a new hand? 

No? Okay. All right, great. Thanks. Again, I don’t know who we 

have on the phone, but I will just read it. It’s not super long. We’ll 

go through it in sections. That way, we can digest it a little bit as 

we go. 

The first paragraph is something that is largely from the doc you 

already had, but we renamed it. So, instead of just Preface, we 

thought it would be helpful if we told the community what this page 

is supposed to do. And this is How to Use This Report. “The 

monthly report to the ICANN Board of Directors highlights 

activities reported in the domain abuse activity reporting system.” 

That’s of course a footnote down to where to find information 

about – it links back to the ICANN OCTO site about DAAR. “The 

report provides aggregated statistics and a timed series analysis 

about malware, phishing, pharming, botnets, and spam.” That 

again is from what you had originally. 

“This point-in-time report includes data for all TLDs for which data 

was available in which domains were identified as a security threat 

on the date.” I think you guys fill that in every time. That’s a similar 

sentence to what you had. We just changed the wording a little bit 

because it seemed like we needed to clarify a little bit. 
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This is a new addition. “While not single snapshot can capture 

trends and anomalies, historical data collected over time may be 

used to direct areas for further inquiry or study.” Then we though it 

would be really helpful to – I think you guys linked right to where to 

find the reputation information. We put a little bit of information 

right here, as well as a footnote, a way to that same information. 

“DAAR obtains its data from several third-party reputation 

blocklists. These blocklists use both their own monitoring of 

Internet traffic and reports from the public to identify domains and 

URLs they believe to be threats, according to that company’s 

definition of abuse. You can learn more about these feeds and 

how they identify threats on the DAAR methodology site.” So, 

again, linking the people back but providing a little bit more 

context as to why people might want to link. 

From there, we go into our discussion. We talked about both of 

these before but we’ll run through it in a minute as to what the 

data shows and what the data does not show. We know that the 

data shows the monthly freeze frame or the snapshot. We wanted 

to call out that the data is constantly changing and that the 

numbers only show activity within the context of the number. It’s 

the day’s snapshot. It shows the day’s activity level. Then the 

series of snapshots can show a comparison as compared to other 

single times and can show proportionally of abuse, such as, are 

we getting a lot of botnets or a lot of malware? What are the types 

of attacks that are happening? That’s the high level of what we 

think that the community should be getting from this report: 

basically, what are the snapshots, what does that comparison look 

like, and what is the proportionally of the abuse types? 

Then, what does the data not show? These are all of the things 

that we’ve already talked about as a group. One of course is the 
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time the domain name was active. We give a little bit of an 

example so that the community can understand what we’re talking 

about. For instance, the registry operator [gets] 20 new abused 

domains every day, but if they’re shutting them down, it’ll always 

show 20 but will look like the registry is not doing anything but in 

fact they are shutting down 20 sites a day. So ultimately the data 

doesn’t show how fast the registries are reacting. 

Whether the registry is monitoring or mitigating abuse – 

monitoring is something that’s listed in many of our contracts, so it 

doesn’t actually show anything about whether or not we’re 

monitoring ourselves. It also doesn’t show if or why domain name 

registrants have targeted a specific TLD. So there’s no information 

about that, which goes to the fact that registry operators are 

typically the victims of abuse. So we don’t necessarily always 

know why we’re the target. So the data doesn’t show that. 

It doesn’t provide any data to us – this is something that you 

know, but we thought it was really helpful to call it out here, that 

we don’t have any access to any underlying reports. This really is 

just data. It doesn’t show really trends or anomalies. Even a series 

of twelve monthly snapshots doesn’t really show a trend for the 

reasons we’ve already stated. It may show information in context 

with one another. It may show comparative data. But it doesn’t 

show a true statistical trend. If there are questions about that, I’m 

going to defer to mathematical counterparts, not my legal 

counterparts, to answer that question. 

We did an example that we thought would help the community 

understand: a company would not adjust its financial forecast 

based on one day’s sale. As such, the ICANN community can’t 

rely on a badness of a TLD based on one day’s data. 
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Then, whether a domain name which is shown in the sources 

DAAR is using is even registered or not. Sometimes we get 

reports for domains that are being abused that aren’t even 

registered. So that’s a deficiency of the data. Whether the domain 

has been captured or hacked, which is not registered for abuse 

but actually been captured or hacked for abuse. Then, of course, 

how gTLD data compares to ccTLDs, which is addressed. 

The last bit is we pulled out – you guys had a really good resource 

section, but we pulled out a little bit more information on resources 

using your overarching purpose statement at the top there, linking 

back to that DAAR context document, which I didn’t put the 

hyperlink to in by accident. But then we called out the specific 

sections in the bylaws, in the registry agreements, so that the 

community has that information at their fingertips and via links. 

Then, at the very bottom, we have a section on why we don’t on 

registers and ccTLDs. That is the section that you already had in 

there.  

So basically what we took is what you had and expanded it out to 

include the information that we thought would help the community 

see the report for the data that it is and the usefulness it provides 

without allowing people to jump to inaccurate conclusions and 

would allow people to ask smart questions of the data. 

Now, I know you haven’t had a chance to read all the words, but I 

would love to pause for a minute and allow anyone else on our 

side to comment because I’ve done all the talking so far, while 

John and Samaneh collect their thoughts. We’d love to hear the 

things that jump out of you. We can ask Sue to scroll through this 

report to any place specifically that jumped out to you and 

anything you’d like to question or challenge or wonder why it’s 

there or you can instantly look at something and see that there’s 
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no way that anyone is going to approve that being included – 

those sorts of things. So I’m first opening up to anyone on our 

registry side for additional comments. 

Everybody must have been pretty happy with how the doc came 

out. That’s good. All right, well, I’m still looking for hands in the 

queue. 

John or Samaneh, are you ready, able, willing to react? 

 

JOHN CRAIN: I’m ready to react. 

 

KRISTINE DORRAIN: Great, John. Thanks. 

 

JOHN CRAIN: In general, obviously this is still embargoed. I’m not a lawyer or 

anything like that, so all the specification stuff I take your word for 

that that’s all correct. Of course, this is about the report as it 

stands today. Some of the things, like the point in time, etc., we’re 

hoping to fix. So I think, if we’re talking about the report as it 

stands today, I don’t really see any issues in there at all. But some 

of the things that get raised, like the point-in-time issue, I think we 

can fix. So it might be better spending our efforts fixing that 

problem. We might be able to do that faster than we change the 

actual report text.  

So that’s one of the first thoughts that came to my mind: by 

actually showing averages or longer-term data or, I don’t know, 

more frequent reports. I don’t know. There’s lots of ideas you 

could do there. But, in general, it didn’t really ring any major alarm 
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bells with me when you talk about the report, which is of course all 

that most of the public see in there. For example, with trends, we 

can see trends in DAAR, but I agree: if you get a monthly 

snapshot, it’s not very useful for trending. 

 

KRISTINE DORRAIN: Thanks a lot, John. I see Samaneh’s hand, but I want to ask a 

question first, if you don’t mind. You had thought that it might be 

faster to actually fix the report so it’s not just point-in-time. Now, 

we were not sure. We actually hadn’t heard from you, not that – 

again, this is all just between us. But do you have an ETA as to 

when you plan to make some changes as to the point-in-time part 

of the report? Are we looking forward to that sooner rather than 

later? 

 

JOHN CRAIN: I think getting that out … So there are certain elements of this that 

slow this down that got nothing to do this, and that is, as soon as 

we come out of embargo, other people get involved in the 

discussion, including our lawyers, about any kind of text we put 

out. So I just expect that part, the updating of it, to be rather slow. 

But something like going from point-in-time to averages seems – 

or to more timelines – so obvious to me that I don’t think we’ll get 

any pushback whatsoever. We already started some work on how 

we could do that: by getting the data, etc. 

 Samaneh, do you want to talk to that? 

 

SAMANEH TAJALI: Yeah. First of all, thank you for doing this. It’s great to receive also 

your feedback and the fact that you worked on this. About the 
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point that John was making and the point-in-time versus average, 

yes, that is something – basically, the reason why that is not yet in 

the report is that we thought we’d receive all the feedback in 

Montreal and out of these sessions and we’d decide on what to 

change and whatnot and we’d incorporate all of that into reports 

afterwards. So basically reports, I would say, we would start from 

maybe January to include all of the feedback. I think January is 

more realistic. If we are fast, we could do it for December also, but 

it makes sense to do it with the new year. 

 Another thing is that every result that I will share in Montreal will 

be with the averages. So I will already take that data into account, 

and I will incorporate it in my presentations. That is a trivial 

change to have, and it shouldn’t be a point of concern, as far as 

I’m concerned. So that is something that will be changed quite 

quickly. So the point about those could be taken out. 

 I have comments and questions about other points, but I’m not 

sure if there is any other questions about this point in time. Or can 

I move on to the next topic? 

 

KRISTINE DORRAIN: It looks like Kurt may have a question here. I’m happy to take 

hands on this topic before we move on. Kurt, go ahead. 

 

KURT PRITZ: Great. Thanks, Samaneh and John. John, I especially understand 

the difficulties involved with changing the introduction to the 

report. One of the reasons why we’re suggesting these – I’m not 

sure of the time, and I don’t know if the group discussed the timing 

– is we want to use the introduction to help focus the conversation 

in Montreal on constructive issues or issues where we can get to 
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actionable data. Somehow, if not in the introduction – we’re 

hoping to change the introduction to this report somewhat, but if 

not, we’re looking to provide some clarification as an introduction 

to the discussion in Montreal that will keep the group talking about 

value-added topics.  

So all that goes to, if we – I guess my comment is, if we can’t 

amend the introduction to the report in time for Montreal, maybe 

there’s some other mechanism for how the abuse topic is 

introduced overall that manages people’s expectations and 

explains to them better the utility and the present shortcomings of 

the report that we’re looking to repair. Thanks. 

 

JOHN CRAIN: If I could reply to that … Is that okay, Kristine? If I could reply? 

This entire discussion that we’re having here is under embargo. 

When people ask me to put something under embargo, it’s under 

embargo. So David is aware of this discussion. All our other 

lawyers, etc., might be aware there’s a discussion going on, but 

they have no insight into the content at all. So that puts us in 

awkward situation in that, if we want to move things fast, we’ve got 

to open it up. There’s not way right before the Montreal meeting 

that that’s going to happen in that kind of timeframe. I’m just being 

realistic here. 

 As to the thoughts behind what you’re doing here with the edits 

and stuff, I’m completely with you. I think actually a lot of them are 

very good changes, having just seen it for the first time. Some of 

that stuff is like, “Oh, yeah. We should have done that.” So it’s all 

good. 

 The only thing that stood out to me the point-in-time thing. I 

thought, as a group, earlier on and also in Kobe, we got this 



 

Page 25 of 32 

 

feedback. We kind of agreed that, “Yeah, that probably wasn’t the 

best way of doing it. Let’s do it the way that you guys have 

suggested.” That’s why I said that might actually change faster 

than we get this other stuff through the process. 

 

KRISTINE DORRAIN: Thanks, John. I’m sorry to everybody. I had to jump off to take a 

super-fast call. I’m back now. Kurt, was that a responsive hand or 

an old hand? 

 Old hand. Okay, great. So I just caught the tail end of that. I think 

your point is well-taken. Yes, we definitely want to go onto 

Samaneh’s questions and topics. We need time for that in the 

remaining ten minutes or so we have. 

 I think, just to be really clear, what we plan to do next as the 

registries is we do want to run this through our full stakeholder 

group and make sure that everybody is on the same page with our 

requests. We are well-aware that – our open letter to the 

community said we were talking to you. We do plan to let people 

know we’re talking, and we’re fine with that. It really just becomes 

having a lot of cooks in the kitchen. Much like how you guys 

wanted to show us the data and give us a peek first, we would like 

this opportunity to continue giving you a peek first. But we 

completely understand that, if some version of this language is 

going to make it into the actual report, it’s going to have to go 

through the right people. Yeah, the embargo has got to go. We 

know that. We still would love the opportunity to keep meeting with 

you and keep offering each other sneak peeks so that we can 

continue to collaborate because it’s really important that we really, 

truly understand one another. I think that’s the best way to go 

forward: if we understand what each other is trying to get at. 
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 So I think we can make some tweaks here to say we’re probably 

going to pull out anything related to monthly freeze frame or 

monthly snapshots before we go onto the next iteration of this 

stock, just knowing that you’re planning to make changes as early 

as January. I think that would be good. 

 

JOHN CRAIN: Yeah. Let us show that stuff as soon as we have it, which will be 

Montreal at the latest, and then see if that changes the text or not 

because— 

 

KRISTINE DORRAIN: Yeah. 

 

JOHN CRAIN: Also, the stuff on trending and stuff I kind of agree and don’t agree 

on because I agree, as the report is today, it’s pretty true because 

that’s all the public sees, but we could do better. I thought we 

were planning to do better. So, yeah, I’m fully with you. 

 The only thing we’re being embargoed on is if we’re going to go or 

you’re going to go public with parts of this. It’s going to make it 

really complex for myself and Samaneh. I can deal with the 

politics – Samaneh is fairly new to this – internally when we get 

asked questions about it because telling our lawyers we’re under 

embargo just never goes down well. They get over it eventually, 

but it never goes down well. 

 

KRISTINE DORRAIN: Yes. John, I don’t want to spend a lot of time on this specific part, 

but our intention is not to “go public,” like our open letter. That’s 
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not at all at what we’d be looking at doing, unless you told us that 

was the best way to get the information out there. Our intention 

really would be to circulate it internally, make sure we’re good to 

go, get it to you, and then you can walk over to your lawyers and 

say, “Hey, we’ve been chatting with the registries. We’ve been 

feeling each other out. It’s a trust situation. They’re ready to share 

some stuff. We would love to get this out.” Then it would be up to 

you guys to decide how you guys want to internally spin that. But 

the intention is definitely not to throw you or Samaneh under the 

bus at all here. 

 

JOHN CRAIN: Okay. Just to be clear, you let me know when I can move 

internally— 

 

KRISTINE DORRAIN: Yes. 

 

JOHN CRAIN: Because I work in the operations security community, and 

embargos and trust are our modus operandi and our value 

proposition. So I take it very seriously. So, until you tell me that it’s 

free to share, I’m not going to share it. 

 

KRISTINE DORRAIN: Yes. Thank you so much. We appreciate that. That’s exactly it. 

Again, to be clear, we’re not planning to have it embargoed 

forever. 

 Samaneh, I would love to, in the remaining eight minutes, get your 

feedback. Maybe we may not react necessarily, but I would love to 
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here any concerns or questions you have because, as we go 

through and take another red pen to it, we want to make we’ve 

addressed any concerns you have. So feel free to take the mic 

and take us away for the remaining eight minutes. 

 

SAMANEH TAJALI: Thank you, Kristine. About what the data shows part, I agree with 

the things that are included. Again, to be clear, we are only talking 

about the report here, right? Because the DAAR data is something 

the registries can currently pull. The MoSAPI API shows them 

some other stuff.  

But the DAAR report as it stands now also, in my opinion – please 

feel free to explain if you are against my opinion – shows where 

abuse is concentrated, basically, for instance, with the 

categorization that we have at the moment that we’re going to 

change in the future. But with any categorization, it shows that a 

big chunk of abuse is, for instance, actually at the moment more 

or less equally distributed within new and legacy gTLD as we 

described or defined them as we discussed earlier in the 

conversation. For instance, the majority of abuse is concentrated 

in a few numbers of operators: the 80/20 rule. Now, we don’t know 

which operators are there, but shows that, for effective action, one 

needs to concentrate on a few operators. That is one thing. 

Another thing that the report highlights is the importance of not 

looking only at the raw data of abuse – basically the number of 

domains that are abused per operators – but also take other 

factors into account, like in the report we use size but any other 

factor; for instance, the TLD type or any other thing that we would 

be adding in the future. Personally I thought it was very important 

because that is what operators themselves are, and also other 
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industry reports that are out there with abuse reporting, tending to 

do: looking only at raw numbers. 

Now, it could be that you thought of those and included those, for 

instance, already in proportionally of abuse time. I’m not sure 

about that, but I thought that could be more specific.  

About what the data does now show, as you were passing 

through, I had a comment about either monitoring or routinely 

mitigating abuse. For instance, the second point can be seen from 

the DAAR data that is currently pulled from not from the report. I 

agree. Can you please scroll down a bit? 

 

KRISTINE DORRAIN: Samaneh, I have a question. As far as the mitigating, you can 

possibly tell the mitigation, right? But you can’t actually tell if we’re 

monitoring. Is that correct? 

 

SAMANEH TAJALI: Excuse me? I didn’t fully understand your question. 

 

KRISTINE DORRAIN: Sorry. #2 says whether the registry operator is either monitoring or 

routinely mitigating. Our contracts require monitoring. The DAAR 

feeds you have have no way to know how or which TLDs we are 

monitoring, correct? 

 

SAMANEH TAJALI: You are correct, yeah. We don’t know if you are monitoring or not. 

The only thing that we see that the registries also see themselves 

from their own numbers is how they stand in comparison to 
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others. If they are monitoring or not, yeah, there is now way we 

can say. 

 

KRISTINE DORRAIN: Okay. Thank you for the clarification. 

 

SAMANEH TAJALI: About the point on the true trends or anomalies, I actually do not 

quite understand this because – and I also don’t know what much 

bigger data sets means here. In my opinion, whether it’s a 

snapshot – a better version would be an average or a median – 

over time would show trends. We have a year-and-a-half length of 

data, and this is a relatively good time series data. We can look at 

it from all kinds of perspectives to see trends. So I would like to 

know what did you guys have in mind of much bigger data sets 

and why you think that does not show true trends. Maybe a 

discussion for later? I’m not sure it fits the timeframe for this 

meeting, so do we discuss later? 

 

KRISTINE DORRAIN: Yeah, I think you’re right. I just called on somebody, but you’re 

right. I think we’re not going to be able to give it it’s full note. So 

I’m just going to make a note here. When we meet next week, we 

will come back to that for sure. 

 

SAMANEH TAJALI: Perfect. Thank you. 
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JOHN CRAIN: Can I add something to that that might help clarify the full process 

a little? 

 

KRISTINE DORRAIN: Yes. 

 

JOHN CRAIN: Any time series data, if it’s measured in a consistent way, shows 

trends. So I think the broadness of the comments saying it doesn’t 

show trends is probably inaccurate. The question is, of course, 

whether they’re useful trends and whether or not they are granular 

enough to show recent trends. So I think the wording, from a 

purely technical standpoint, is like, “Oh, yeah. That might not be 

exact.” Maybe there’s better wording there. 

 

KRISTINE DORRAIN: Thank you. Point taken. Jim, go ahead. Jim, you’re going to be 

last, and we’re going to wrap so we can jump to the DNS abuse 

call. 

 

JIM GALVIN: Thanks. I wanted to jump on what John just said there. I think 

we’re all in agreement here is that the issue with the trends is, in 

fact, what are you showing a trend of? We should talk a lot more 

about this next week so we can have some explanation. We’re 

both sitting at opposite ends of the spectrum. We’re saying there’s 

no trends, and yet you’re saying there is trends. From an 

academic point of view, there’s some truth to both sides of that. 

We’ve got to find that space in the middle where we’re actually 

defining what it is we’re showing and what we’re not showing. 

That’s essential. And we’ll get there. So thanks for that. We’ll talk 



 

Page 32 of 32 

 

more about that next week. Sounds like a nice, long, good 

conversation. Thanks. 

 

KRISTINE DORRAIN: Thanks to everyone. I’m going to draw a line right here. What we’ll 

do next week is we’ll pick up where we last off, quickly run through 

any last comments that John and Samaneh have, and then we will 

have time for John or Samaneh – probably Samaneh, it sounds 

like – to present any new cuts of data or charts that she wants to 

show us also next week in anticipation of the ICANN meeting 

coming up. 

 I’m going to drop everyone now so that we can all head over to 

the DNS abuse webinar. I hope to see you all there. Have a 

wonderful week. We will chat with you all next week. Thanks, 

everyone. Sue, you can end the recording. Thanks so much, John 

and Samaneh. Bye-bye. 
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