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KRISTINE DORRAIN:   Good morning, good afternoon, and good evening. This is the weekly 

call of the Registries Stakeholder Group DAAR Working Group for 

February 4. Thanks, everyone, for joining. I’m leading this call, and my 

co-chair Jim Galvin is also on the call as well. It looks like we have a 

really good group of people today, which is fantastic. So I’m hoping to 

get some really good discussion. 

Just a little bit of housekeeping. Last week we went through the data 

and made sure that we were more or less happy with the 

characterization of the TLDs as Type 1 or Type 2. We stripped out all the 

extraneous information and just sent Samaneh the TLDs along with their 

registry name which we took from ICANN’s database and then whether 

or not we had characterized them as Type 1 or Type 2. 

Sent that with some caveats both in the spreadsheet and in the email 

that said please treat this information as confidential. This is just for the 

purposes of a test. Some usual caveats around the work that we’re 

doing with them. So hopefully, she’s able to run that report. 

She got back to me today and said that she expects to be able to come 

on our call next week and run through that data and show us what she 

found which I expect to be a really interesting call. So do mark your 

calendars for our DAAR call next week as being one to join and really be 

ready to participate and ask Samaneh some questions about the data 

that comes out of that hypothetical test that we’re doing, the testing of 

the hypothesis that we’re doing. 
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So we’ve kicked that off to her, and then we really have had a good 

conversation last week around how we further break down either the 

Type 1 or the Type 2 names. We’ve spiraled around a lot about whether 

it’s a good idea or a bad idea to dive in and voluntarily provide more 

information either about for Type 1 names registration and use criteria 

and strategies and what we’re doing on that end but also for Type 2 

names what mitigation strategies that people may be using. 

So that’s information that we’ve all been pretty reluctant to share even 

if we could gather it for all TLDs. We may be able to gather it for the 

people who participate if we want to, but that’s really hard to get for 

other TLDs. So we have a practical problem or an operational problem, 

and then we have the other problem of just giving ICANN too much 

voluntary information that’s going to lead to decisions being made that 

none of us like, namely every registry has to adopt X registry’s abuse 

mitigation tactics or every registry has to adopt another registry’s pre-

registration validation. Whatever it is, these are concerns that we have. 

So one of the things that I would like to get to if we have time at the end 

of the day—and I’m dropping this as a marker because I want to think 

about it more globally. Jim and I were talking about in our prep call 

yesterday that what we would like to have going into Cancun is a doc 

that summarizes where we started, what has been accomplished since 

our work began a year ago, and what work still is to come and what we 

think we can realistically accomplish. So I’d like to start getting some 

thoughts down in an outline or in a doc, how we’ve thought about some 

of these things and what conclusions we think we might have come to. 
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So be thinking about some of that. We may not get to it today, but just 

know that this is where our thinking is going. We are planning, we have 

requested some time at the Registries Stakeholder Group meeting in 

Cancun to present this document. And that may be news to Jim because 

I just got off an ExCom call where we talked about this. We want to be 

able to update the group as to what we’ve been doing. 

And yeah, Maxine, you said it much more briefly but that’s exactly the 

point. We don’t want to share too much such that it can be used against 

us either on the SubPro side such as every registry in the future has to 

implement a bunch of Draconian either pre- or post-registration 

measures or Compliance will use it against us. So we want to be really 

careful about how we present that data. 

But that’s really not where we wanted to go. I just wanted to mention 

that as a housekeeping issue. Be thinking. We’re going to be calling for 

information. You guys have really participated and given us a lot of 

really great thoughts and insight. So now is the time we need to start 

collecting all that information and trying to put that down. 

It’s not going to be a full document, but maybe an outline form. 

Something that we can share with the registries to show what we’ve 

worked on and what we’ve accomplished and the tough issues we’ve 

wrestled with. In some cases, we may not have a recommendation or a 

consensus position other than we’ve wrestled with some topics for a 

really long time and ultimately we just are sensitive to the fact that 

we’re not going to get anywhere on a particular issue. 
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Any thoughts about that forward looking? Like I said, that’s not where I 

was hoping to spend our time today, but if anybody has initial thoughts 

that they want to drop while we’re discussing this, feel free to raise your 

hand before we segue on to the agenda in front of us. 

Okay, seeing nothing, we will table this and come on back to it at 

another call. Again, not next week either because we expect Samaneh 

to be on next week’s call. 

What you have in front of you is what when Jim and I chatted yesterday 

in our prep call we think this is sort of where we left off at the call last 

week was really thinking about what are ways to show registry 

responsiveness. So I want to be really careful how I word this because 

we don’t want to say we’re showing mitigation or mitigation strategies 

as much as showing how responsive registries are. 

So when we send Samaneh, after we get this next cut of data from 

Samaneh, we would like to ask her to try some more stuff. So I’d love to 

get everyone’s expertise. The stuff you see on the screen in front of you, 

I made it into a quick Google doc so that if people want to log in and you 

guys do a really great job of free typing as we go to fix things so that I 

don’t have to try to lead the call and take all the notes. So feel free to 

log into the Google doc. Let me know if anybody has any problems. I 

think I made it so everybody can do all the things. 

Let me know what you think about this. Let’s start with the first premise 

which is the working text. When we request something from Samaneh, 

we need to tell her what we’re looking for. And, Jim, feel free to correct 

me because I wrote these notes down and I may have even said it 
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wrong. We’d like to show the average rate of change month over month 

of unique second-level domains appearing in DAAR. So I think what we 

want to show here is a daily average of how many domains are new 

versus what I’m calling the persistent names and how many names have 

dropped. Then we can take those average over the course [to] the 

month and just present those averages. 

So on average on any given day 40% of the domain names showing up 

on the DAAR reports are completely new to the report, 30%—or I don’t 

even know how that would work. I guess maybe the other 60% would 

have to be persisting because the dropped names wouldn’t show up 

anymore. 

But as I was writing this out, I started thinking now Samaneh is going to 

come back on us and say, “How do you want me to do this?” What am I 

going to do? You guys, all these super smart tech people on this call, I’m 

hoping you’ll help me both work through how we’re going to word the 

question and then how that methodology works. 

This is how I’m imaging it would work, but we need to be really clear 

with here as to how we want her to go and check this and how we think 

she should do it. I mean, obviously, if there’s some discretionary points 

that she can implement, I think we should obviously leave those open to 

her. But where we have some ideas about how she might do something, 

I think it’s probably a good idea to give her as much information as we 

can. 
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I see Kurt says in the chat, “I think you would need to show the 

arithmetic formula needed to calculate this.” Yes, very good. I can’t 

write an arithmetic formula, so that is why we’re having this call today. 

So first of all, I’d love to take a show of hands or anybody who wants to 

jump in and talk about how we want to edit the phraseology of the 

question. Or if people think it’s actually better to discuss the 

methodology first and then use that to come up with what the 

hypothesis is or what the question we’re solving for is. So love to hear. I 

mean, I’m literally just facilitating. You guys need to help drive the car 

here because I’m the lawyer not the tech person. Jim’s going to save 

me. Go ahead, Jim. 

 

JIM GALVIN:  I don’t know if I’m going to save you, but it occurred to me just to put a 

little bit of context how you and I came to coming up with this stuff 

here. We had talked before. In this group, we’ve talked before about 

trying to use mitigation methods as a potential subgroup in Type 2. The 

last time we were talking, we actually had suggested that maybe instead 

of mitigation methods we could look at the types of abuse, which in fact 

DAAR already does. Based on the reputation lists that it gets, it tries to 

show what kinds of abuse it’s seeing based on definitions that it already 

has and exist and are available in reputation providers. 

But all of those kinds of things, the general concept here is to try and 

find a way for registries and ultimately registrars to get credit for the 

fact that they do actually take action and we do do things. But also 

trying to avoid, and this is the key thing which is the origin of this stuff 
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here is, how do we avoid taking on more work ourselves? How do we 

avoid having to report additional information to ICANN of some sort 

that they then document and display and show to everybody? 

We were coming from the anti-phishing working group which does the 

up-time stuff with respect to phishing websites. And they’re actually 

specifically trying to measure the up-time of phishing sites, and the idea 

is to make that time as small as possible. And so they rank TLDs in the 

anti-phishing working group report. I mean, it’s a rank. We have to be 

honest. I know we don’t want name-and-shame, but let’s be honest 

about what is actually there. It’s a ranking based on how short or how 

long, depending on which you put at the top, your up-times are for 

these things. So it’s a reflection of what action that you do take or don’t 

take. 

One of our key points from the early days was about the fact that DAAR 

is always going to show abuse. So one of the messaging issues here is 

the fact that zero is the goal, but in this particular case it’s like, “How do 

we show that we did something?” One of the problems was just that 

the number of names that are shown there, they might not be the same 

names from day to day. So why not actually just have ICANN look since 

they have that data and have them compare these lists and look at the 

differences from day to day and measure that? And then just show that 

number and then average it over the course of a month so it’s not really 

point in time. They can create a monthly average for the month of how 

well you reacted or didn’t react. And then you they can show that 

trending data. 
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Now just as zero is a goal which is sort of unachievable, there’s always 

going to be abuse, the idea goal here would be 100% but you don’t ever 

expect to really get to 100%. But nonetheless, we can show that data 

and we can have them break up and show listings based on these 

various percentages of change in the list of names. So that’s where this 

was derived from, but it ought to be something they can entirely do on 

their side. That was really a goal here in trying to invent this. 

It seems pretty reasonable. It’s public information. Anybody could do it 

anyway. Why not let ICANN do it. Honestly, I have no idea what this 

data would show. I really don’t know what any of us are going to look 

like with this kind of data. It would be interesting to have Samaneh run 

that experiment and then all of us see where we fall in the rankings and 

what it looks like. But I think that it’s a reasonable thing. It will show 

activity. I don’t know, it’s the best guess at the moment. It’s the best 

suggestion, and it relieves us of any particular burden. So I don’t know if 

I was just vamping there for you, Kristine, but just wanted to add a little 

more about how we got to this particular suggestion here. 

 

KRISTINE DORRAIN:  Thanks very much, Jim. I appreciate it. That’s really helpful background. 

So others feel free to jump in at this point. The one thing I wanted to 

mention is that even though Jim mentioned there’s a possibility that 

we’re going to end up with some sort of ranking system against our will 

and against our suggestions, I think if you’ll notice that what I put in the 

methodology—and this is up for discussion, of course—is that, what if 

they only report the averages? It’s going to be less meaningful when it’s 

diluted by “more abused TLDs” versus “less abused TLDs.” 



RySG DAAR Discussion Group-Feb04                                                 EN 

 

Page 9 of 29 

 

But if we start with just reporting averages and see what that shows us 

before we decide that any sort of ranking is inevitable, I would hate to 

do that. I know that most of us see the handwriting on the wall, but I 

don’t think we want to be the ones that open the door there. So what 

do we think about just reporting averages? Is that helpful? I’m going to 

sit quietly for a minute. Jim, is that another hand? Go ahead. 

 

JIM GALVIN:  Yeah, I mean, I guess I’m just going to state the obvious. We’re probably 

all thinking it. We might as well call it out and make sure that are all 

here. But even reporting the averages, the point of having the averages, 

you know that they’re going to list them in some kind of order. They’re 

going to list them in low-to-high or high-to-low. High-to-low is probably 

what makes us look best. In the case of these averages that we’re 

talking about here, a higher number would be better. So they would 

probably end up showing them in low-to-high so that you’d see 

immediately who appears to be doing the least. 

There is a problem with the percentages. I’ll call this out as it’s kind of a 

technical detail. And I obviously, again, I’ll preface this by saying I don’t 

know what this data is going to show, but this is a detail that does 

concern me a little bit with this particular data. Even if you do it as 

percentages, so you can have absolute numbers, but if you stick to 

doing percentages, what effect does the size of the TLD have? We had 

talked before about whether or not it might be useful to do things like if 

the TLD has to be a minimum size before it’s included in DAAR, a 

minimum number of registrations. 
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I don’t know honestly from a mathematical point of view if that’s a 

relevant detail. And it will be interesting to run this experiment and see 

if that’s actually a relevant detail that matters at all. You can look pretty 

bad if you’ve got a small number of registrations and you have a really 

bad day, you have a bad month. For a few days, all of a sudden a bunch 

of names in your TLD were hacked or something at some particular 

registrar and half of them were hijacked or subverted in some way and 

then your numbers go off the charts. That month you’re just going to 

look really bad, and there’s not much you can do because you just have 

so few numbers to work with. 

From a math point of view I can see these kinds of things falling out, and 

I do worry a little bit about what they might look like when presented. I 

don’t know if there’s any way to account for that. It might just be that 

we have to face the fact that this kind of stuff can happen, and people 

are just going to have to learn how to understand these charts and what 

they show. 

So anyway, I just wanted to put that out there too. Some of the 

potential downside and consequences here that could fall out. And the 

real problem here is if we go down this experiment, what I worry about 

most is I think the experiment is interesting and I’d love to do it, but as 

soon as you expose this experiment to them, it’s possible that even if 

we don’t like it, they’re going to pick it up and they’re going to run with 

it. And that’s kind of the issue here, so we just need to understand, 

make sure, say out loud what’s really going on here. Thanks. Sorry. 
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KRISTINE DORRAIN:  Thanks, Jim. This is really, really helpful. I think this is turning into the 

Jim and Kristine show unless other people participate. And maybe 

everybody likes what I’ve got here and is willing to do it. But if people 

don’t like this idea and you’ve listed a couple good reasons why we 

would or we wouldn’t do this, now is your chance to speak up. 

Because what we want to do is keep feeding this stuff to Samaneh and 

testing a couple of these hypotheses. I’ve written down that we have 

another hypothesis to test or to at least discuss on a future call which is, 

should she cut data just across domains under management? Should we 

group the TLDs? And by we, I mean ICANN because you just have to use 

CZDS data. And group them into under X number of domains within this 

range and above this range and see where that falls. I don’t know, but I 

think it’s worth a conversation and I wrote that down for us to discuss 

later. 

I think as we’re talking, Jim, one thing that’s coming up for me is that 

you and I maybe are having not an entire meeting of the minds on how 

this report looks, which is exactly the point of this conversation. So I’m 

imagining basically what ICANN’s doing now is listing pie charts where 

they say of all of the abuse cases over the course of the month, 30% 

were phishing, 40% were whatever, those sorts of things. 

So I’m imagining having a pie chart that says of the domain names in the 

reports this month, on an average 70% of them were new and 30% of 

them were persisting. And I don’t know how you would calculate the 

dropped. But it wouldn’t be listed by any other cut like TLD rank or 

anything else. It would just be of the domain names, how many were 

new, how many were persisting. 
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So this is one of the things that I’m hoping to have a conversation about 

because maybe I’m thinking of it wrong. Maybe this doesn’t lend itself 

to a pie chart. Maybe this has to be done on a bar graph or some other 

kind of graph, scatter graph maybe. I’m not sure. But I’m wondering if 

there are ways to show this data that don’t link it to specific registry 

operators but still show trends. So that’s what I’m hoping people could 

possibly weigh in on. 

Kurt is speaking in the chat and, Kurt, feel free to raise your hand. “One 

thought of two. The amount of harm is proportional to the total number 

of abused domains. If big registry drops abuse 10% that’s a better 

outcome than if small registry drops abuse 10%.” Yep, okay, I like that. I 

think we probably could agree on that. How do we show it, I think is the 

question that I have. “Abuse performance is not directly to percentage. 

Smaller registries should be expected to have more volatility.” 

Kurt, I’d love you to explain that because one of the things I’m 

wondering is if many smaller registries don’t need to have—and I don’t 

know what the data would show. I have two conflicting thoughts. As a 

small registry, I’m literally the abuse point of contact for our top-level 

domains. So I can literally watch the abuse inbox because it’s just me 

and we don’t really get that many reports, and so it’s not a big deal for 

me to watch it and respond really quickly. 

I imagine as we have more domains under management and have more 

abuse instances, I’m going to need help. I’m going to need to staff up. 

I’m going to need to have resources. And there may be times in which 

I’m going to have growing pains. So I could imagine a case in which a 

small registry just has no, for instance, me and so maybe they do have a 
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lot of abuse. But I’m also imagining in my case a small registry that 

literally has a person whose job it is to do it and you wouldn’t expect us 

to have a lot of abuse because I’m literally watching the entire queue. 

On the other hand, you’ve got big registries with whole abuse teams. 

So I would love to see what everybody else thinks about that and how 

that data might shake out. Kurt, go ahead. 

 

KURT PRITZ:  Yeah, so these are sort of stream-of-consciousness thoughts, so excuse 

the incoherence. I was just thinking that if there’s a large registry and 

say they have 1% abuse or something like that which may be a number 

that’s way too big or way too small, we shouldn’t be necessarily 

comparing or tell ICANN to necessarily compare that number if we think 

it’s acceptable across all registries because small registries might have 

1% one month or 5% the next month or a tenth of a percent the next 

month. It’s likely to be more volatile because it’s a smaller overall 

population. 

So I’m merely saying that it’s probably not an apples-to-apples 

comparison if we just use straight percentage of abuse names. Not an 

apples-to-apples comparison between large registries and small 

registries, so we should guard against that oversimplistic analysis. 

 

KRISTINE DORRAIN:  So, Kurt, just to follow up on that, my proposal here says that we report 

on averages, that we don’t necessarily define what’s good and bad. I 

mean, I think we can all guess at what the community is going to say like 
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Jim pointed out. But is there a way to collect some data about relative 

performance without making a static line in the sand that says for all 

registries the target abuse percentage is X or Y? And this is not just to 

you, Kurt, but anybody who wants to respond to that question. I’m 

sorry. Go ahead, Jim. 

 

JIM GALVIN:  Yeah, thanks, Kristine. You and I have talked about this. We’ve had 

some of this discussion here even in this group. I think the reality that 

we have to face, and I guess I’m going to state the obvious here again, is 

even if we try to create something which is just looking at percentages 

and it isn’t tied specifically to individual registries or TLDs, to the extent 

that abuse remains on the forefront of community discussion, people 

are going to see that level of data and they’re just going to know and 

they’re going to ask for seeing all of the detail. 

This is really what worries me about this. I think that we’ve got a 

number of interesting ideas about ways to slice this data and really look 

at it. The bottom line here is even if we get agreement with ICANN that 

we would suggest that you do this and only show averages and put 

them in ranges or put them in groups and don’t tie them to the specific 

TLDs, I have a feeling that’s just never going to fly long-term. That’s just 

my prediction here no matter what we might try to do. 

I think that ultimately somebody even if ICANN doesn’t do it, somebody 

in the community is going to speak out and they’re going to ask her, 

why don’t you just put all the data out there and let it be seen so that 

people can see it and make their own choices? And that’s what worries 
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me in all of this. As we start going into some of these experiments, it 

eventually will get out there. It will be exposed. And I think that’s the 

key question. To me, that’s the most important thing for us to talk 

about here and to really examine and consider [if we are] willing to 

support that kind of position. 

And it’s not going to be just us. Ultimately, this is going to fall to 

registrars too. Maybe this is an opportunity to talk to a few people 

there. We should have a little bit of a joint discussion about how we feel 

about where all this stuff is going and what it’s ultimately going to show. 

This is going to turn into, I just see this on the horizon and I don’t think 

there’s any way to avoid it, we can delay it but I don’t think we’re 

ultimately going to be able to stay out of this space which is there will 

ultimately be in some form or another a listing of TLDs and there will be 

some kind of numeric value associated with them that will be I’ll just 

generically call it a “goodness factor.” It will be the level of abuse. It will 

be the amount of activity. How good a job you’re doing. 

Somehow, this data is going to get out there, it will be seen, and that 

will just be a chart that’s shown. This notion that we’re going to be able 

to stick to pie charts and be able to hide behind that, we’re just delaying 

the inevitable. And I really think that’s the important discussion for us to 

have about whether or not we’re willing to have that and accept that 

and let that happen. 

Because if we can’t cross that line, then it’s not clear to me that we 

should be having this discussion at all. There’s nothing else for us to do 

here. We’ve done as much as we can with what ICANN has done, and 

I’m very nervous about this next level of experiment because it’s going 
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to expose really interesting ideas that are going to ultimately turn into a 

ranking. And that’s the critical question in my mind that needs 

attention. Thanks. 

 

KRISTINE DORRAIN:  Thanks a lot, Jim. I know you and I have talked about this a bit, and I 

think that is a valid conversation. And you and I have discussed this. This 

is a conversation we’re going to have to have as a group, particularly 

after next week when Samaneh presents data is, where are we willing 

to go? I am not willing to say that we should as a Registries Stakeholder 

Group volunteer to have the DAAR data sorted by TLDs. I’m not willing 

to go there and if that means that this DAAR working group is going to 

come to the limit of what we can contribute, then that may be the case. 

But I don’t know that we are. I’m just saying that I think I agree with you 

that the handwriting is on the wall. I agree that we’ll get there. I just 

don’t want to put a rubber stamp that says Amazon registry is okay with 

that. I think that’s where I might have a slight difference. 

And I’m very sorry that there’s some chatting in the background here on 

my end as people are getting ready for school. So anyway, I really 

appreciate that and I’m looking for other people to contribute to this 

discussion, particularly because Jim and I can have this discussion every 

week. But we’re looking to have more people weigh in because I know 

Jim’s view and he knows mine. 

So I’m going to challenge you right now at 30 minutes, the bottom of 

the hour here. If we were to send this working text and this working 

methodology to Samaneh today and ask her to do it, would you support 
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it? Would you agree that this is the type of stuff that we should ask 

Samaneh to do? And if not, why not? Could we edit it in a way that 

would make it acceptable? And if so, what do you like about it? Is there 

something else that we can add to make it better? I’m going to pause 

for just a minute while you guys think because absent any conversation 

it’s going to be Jim and I doing paper-rock-scissors. All right, Kurt, go 

ahead. 

 

KURT PRITZ:  Thanks. I just typed something into the chat. I don’t support sending this 

as is. For example—and this is my ignorance talking—but I could 

interpret the first sentence, “Please show the average rate of change,” I 

could interpret that in two different ways. On one level is the rate of 

change, is abuse going up or down? And if it’s just going up or down, is 

it a total number of abuses or is it percentage of registrations? 

And then the other way I could interpret it would be is the average rate 

of change month over month, does that mean that the abusive names 

are different every month? So is that the rate of change? So they’re the 

same names every month and nobody is getting rid of them, or are they 

different names every month because registries and registrars are 

taking action? 

So I think it’s probably clear to everybody on this call except for me 

what this means, but I think it could be interpreted a couple different 

ways and it needs to be made clearer. So my definition of it was that it 

really has to do with how long the abused names last and are they 

different every month. And so that’s why I came up with this. Again, 
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these are averages, right? So they’re not difficult arithmetic calculations 

and more rate of change or aren’t difficult arithmetic calculations. So 

we should suggest what they are. 

So my idea was to call, if my definition is right or it’s something we 

could measure, we could measure persistence month over month. How 

many of these abused names are lasting month over month? Is it 80% or 

0%? And that would be a good measurement. I’ve talked long enough. 

Sorry. 

 

KRISTINE DORRAIN:  Thanks, Kurt. Well, you haven’t talked nearly as long as I have, so you’re 

still good. Okay, so I’m going to clarify because I’m not mathematically 

orientated here. So what you’re saying is that I’ve made it more 

complicated than it needs to be. If you literally just show persistence, 

then you either have, yes, these domain names persisted or, no, they’re 

new, meaning the new names would then be a negative persistence. So 

we really only need to show one metric because you show sort of its 

opposite at the same time. Is that correct? Go ahead, Kurt. 

 

KURT PRITZ:  I don’t think so. So first I want to understand what we’re measuring in 

Number 1. I guess maybe everybody else understands it, but are we just 

measuring whether the total abuse is going up and down, or are we 

measuring whether abused names are sticking or not? 
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KRISTINE DORRAIN:  So the idea, again for group discussion, is whether or not abused names 

are sticking. So the idea would be that for the daily ICANN would pull 

let’s go with for easy numbers 10,000. Run the DAAR report. There are 

10,000 abused names. They’ll take those domain names and then put 

them in a CSV file or, I don’t know, whatever they need to do 

programmatically. And then tomorrow, they do the same thing and they 

compare them. So if the domain name is still there, it’s a persisting 

name. If it’s no longer there, it’s a dropped name. And if there’s a new 

one that wasn’t there yesterday, it’s an added name. 

And, again, I don’t know math so I don’t get it. I don’t really know where 

we go from there per se except for to track those changed names. Now 

it doesn’t, of course, address if a name was on a week ago but it came 

back. That issue, I don’t know how we would deal with that. 

So the theory would be then you take an average over the month of on 

each day, so on the first day you have 50% were persistent, 50% were 

new. The next day 40% were persistent, 60% were new. But anyway, 

over the course of time you would track and at the end of the month 

you would say, on average most of the time on the full DAAR report for 

every single month 35% were new and 65% persistent. That’s kind of 

where I was thinking, but I really invite Jim or even you. Tell me where 

I’m thinking about it wrong. Go ahead, Kurt. 

 

KURT PRITZ:  So I don’t know if this is too provocative or not, but for the first couple 

months why don’t we just do it month over month? Because they do 

the report month over month, and it might be really easy for them to 
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do. So we could say, okay, community, here we are. We’ve done this 

what I call persistence but we can call it anything else where we’ve said 

here’s January, how many names are left in February? And it will be 

some percentage, some non-zero percentage. And we can all go, that’s 

pretty good or not pretty good. And then address why there’s any 

percentage and then persistence. 

And then over time continue to refine the time bucket, make it smaller 

or keep working on reasons why there is persistence over a smaller and 

smaller time. So we can first take out the gross instances of abuse that 

last a long time first and then work our way backwards. And that would 

give us kind of an operating methodology. 

And I’ll just take ten more seconds to say even as I said that, I see flaws 

in that thinking because there will be names on the 31st of the month 

that will be persisting to the first of the month or something like that. So 

there’s something a little bit flawed about that thinking, but something 

like that. Somebody else please talk. 

 

KRISTINE DORRAIN:  Thanks, Kurt. That’s exactly what I’m trying to explore right now. One of 

the things that Jim and I talked about briefly yesterday was this idea of 

is it helpful to take a monthly snapshot? You run the risk of the same 

problem. Even if you did the 30th of every single month and you took the 

snapshot of domains on the 30th and compared them to the snapshot 

on the 30th of the following month, that doesn’t really show 

responsiveness. And it kind of almost implies that an abused domain 

that’s still up 30 days later, it kind of almost forces you to answer, why 
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the hell are domain names up for 30 days if they’re bad? But then again, 

not every domain gets taken down, etc. I get it. 

So one of the reasons why we were suggesting the daily comparison and 

then an average of that is that then it shows how responsive registries 

are over time. Not so much just, yeah, we responded over the course of 

the month and that’s why 80% of domains are new from month to 

month. But I love that you’re contributing, and these are really the 

thorny questions. So I think there are no bad ideas at this point. 

Jim, go ahead. Unless, Kurt, that looks like a new hand. Oh, Kurt’s hand 

went down. Jim, it’s you. And then I see that you are editing text and 

I’m seeing it in the Google doc. But maybe Sue needs to refresh. I’m not 

sure. Thanks. Go ahead, Jim. 

 

JIM GALVIN:  Yeah, so that was part of what—oh, there it goes. Awesome. Thank you. 

I was trying to reflect on some of our discussion here and take the 

working methodology that you had put down there and just turn that 

into slightly different text. So maybe that last paragraph is kind of more 

complete. This is kind of what I was suggesting to go after. 

The math is kind of interesting. I do want to preface by saying I have no 

idea what this kind of data is really going to show in broad strokes 

across the industry. I mean, clearly, each of us could go and calculate 

these numbers for our own TLDs. We have the data readily available 

ourselves for those who subscribe to various reputation feeds. And you 

could start to do some of this stuff and see what you’re going to look 

like. 
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But I think that the one thing about averages which is interesting to me 

is averages tend to helpfully smooth things out a bit. I do worry a great 

deal because you do see this kind of behavior. For those of you who 

look and check with your teams and see what they do, there are often 

spikes on a daily basis. You can have quite varied behavior within your 

TLD from day to day. And those spikes could be interesting. And so the 

nice thing about averages is it tends to smooth out those spikes, and 

that’s kind of what we’re after here in trying to suggest averages. And I 

think that would be something that would go for. 

The other thing is each of these numbers is slightly different. I tried to 

be a little more precise about what percentage we’re actually trying to 

calculate. I was listening to Kurt talking about average rate of change 

and trying to interpret that, and so I tried to expand a bit to be a little 

more precise about exactly what we’re talking about here. Which is not 

to say that there aren’t other options, but at least it’s the option on the 

top of my mind in turning this into something. Others can feel free to 

look at that differently and suggest something different. 

But I like the averages because they tend to smooth things out and you 

get one number for the month per TLD which totally smooths out 

whatever happened during that particular month. But then you can 

obviously see that what’s ultimately going to happen here is month to 

month you start to build out a nice chart and you ultimately can graph 

all of that and you’ll be able to see those kinds of trends and that will be 

visible. 

That will be there, and how far DAAR goes with showing all of this 

trending or each month they’re just giving you the data and you have to 
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go do the trending by yourself in some other way is kind of interesting 

too. But again, ultimately, we’re all going to be labeled with some kind 

of number and this is one sort of number if we propose this. And it’s 

going to be what it’s going to be. 

Anyway, I just wanted to call out that text. Sorry to be so long-winded 

here. And to ask that people read that and to ask if that provides any 

additional clarity about exactly what we’re talking about here with the 

percentages. Thanks. 

 

KRISTINE DORRAIN:  Thanks a lot, Jim. Maxim, you’re next. 

 

MAXIM ALZOBA:  I have a question. Are we suggesting that we’re going to have a 

measurement of responsiveness and things where the [inaudible]? 

Because, for example, we saw [inaudible] where they just throw, just do 

that and that no evidence provided, nothing. And if we don’t have and 

does it mean that we provided no response? I suggest this [inaudible] 

should be done or [inaudible] excluding them. Thanks. 

 

KRISTINE DORRAIN:  Thanks, Maxim. Yeah, I think any recommendation that we would have 

would ask that we only show the four categories of abuse that we’re 

required to deal with and that they not include spam in that. I would 

agree completely. 
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 And I think your first point is similar to what Kurt was saying in the chat. 

It’s about setting the expectation. I think you’re right, I think both of 

you. We do not want to set an expectation that there’s some sort of 

valid up-time even if we’re not saying that. We’re literally just doing an 

average of how many new, how many persistent. 

You’re right, I think there’s a danger that we’ll set an expectation that 

we weren’t anticipating. And maybe that’s where we go to Kurt’s point. 

He had said we’ll start with month-to-month and go back up from there. 

And maybe that is where we start. We say do the snapshot. We know 

that there will be some number of domains up for 30 days, but we’ll 

show that most aren’t. And maybe then we all take it down to every 

two weeks or a weekly or something. And we maybe can justify it by it 

would be a heinous calculation to have to do every day anyway. I don’t 

know. 

[inaudible] said that’s a valid point but I don’t know how to avoid it. 

Frankly, most reputation providers update in near real-time so we’re 

already pushing it by doing a daily calculation. Yeah, I mean, ultimately 

at the end of the day this has been the problem we’ve been struggling 

with since the beginning. We’re trying to make this DAAR data useful 

and meaningful and interesting. But we’re having to look around 

corners and anticipate what others that are not us are going to 

hypothesize and extrapolate from the data, which is really unfortunate. 

Because I think we could do a lot of interesting stuff to help ourselves, 

but we’re not willing to do some of it because of what we think third 

parties are going to do with this information and what sort of inferences 

they’re going to make. And that’s a little bit challenging. It’s obviously 
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one of the things that I think is going to feature fairly heavily in our 

yearend report. I don’t know if that’s a problem we can solve for right 

now. Jim, go ahead. 

 

JIM GALVIN:  On this expectation of takedowns or expectation of action, I think that 

we’re already dealing with that today. Even in the registry response, the 

framework for registry response to security incidents, we already have a 

specification for a proposed amount of time. In 48 hours I think is 

what’s there. Sorry, just too many policy numbers here in my head to 

know exactly what’s in that one. But we already addressed this question 

in there about a proposed expectation of response time for certain 

conditions. 

There’s a generally accepted industry practice with respect to 

[inaudible] which is when you know that that’s there, that’s actually 

dealt with immediately by the registry. You don’t even have this delay 

because there’s no passing on to the registrar to give them a chance to 

do anything about it like most of us tend to do with most other forms of 

abuse. And then when it comes back from the registrar, you’re then 

taking some time to make a separate decision about what you’re doing. 

I guess I’m just suggesting that there is a messaging side of this. DAAR 

has a messaging problem in general, and getting ICANN more onboard 

would be properly representative of what DAAR is and isn’t. And we 

have our own responsibility to consistently represent and describe 

DAAR and anti-abuse and abuse in general in terms of what it is and it 

isn’t. And that’s just a consistent messaging problem. 
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I’m not concerned. I’m suggesting that we not get too hung up on the 

fact that even doing a daily thing here is going to make it look like we 

should have daily response times. You’re just showing data. You’re just 

showing what the reputation feed providers do. And you’re showing 

that something happens. And I think we already have these kinds of 

distinctions in several other of our messaging areas. We just have to 

keep a consistent story and not let that happen to us because we’re 

already at risk of that in other places. So I’m not convinced yet, but I’m 

certainly willing to hear other people, different people and different 

experiences and other ways to look at this. I’m not compelled at the 

moment to get too excited about daily averages turning into an 

expectation of that. 

One last comment. I’m not expecting to expose those daily averages, by 

the way. My feeling is that that’s just calculations ICANN will do. They 

only present monthly data and they only do a monthly thing there. So 

there won’t be any exposure of the daily stuff. Of course, they could 

always change their mind, but that’s kind of where we are. Thanks. 

 

KRISTINE DORRAIN:  I think that’s a really good point, Jim. Again, I think we’ve got to really 

keep a couple—I think that brings up something that I want to keep in 

mind is even if we know that certain things are a foregone conclusion 

such as ranking us by TLD of percentages or exposing that daily data, I 

think even if we suspect that ICANN will go there, I don’t think we need 

to roll over and accept it. I think we can make valid arguments for why 

that’s a bad idea, and we can try to offer other alternatives which I think 



RySG DAAR Discussion Group-Feb04                                                 EN 

 

Page 27 of 29 

 

is what we’re here doing. So I think one of the important things we’re 

doing here is taking that risk of what are we going to test out. 

So in the last few minutes, I’m going to try to end this call five minutes 

early if for no other reason than I can get my school on time, is Jim has 

entered a couple of different proposed pieces of information at the top 

of the sheet. Sue, do you mind scrolling up just a tiny bit? There you go. 

I’d invite everybody to really take a look at that this week and really 

think about whether or not you could get behind this. 

Kurt has also suggested a couple of other ways to calculate it which I’ve 

dropped into the comments, and we can work those into the body. I’d 

love to find a way to merge Kurt’s suggestions with what Jim has to 

make sure that we’ve covered all of our basis. 

And then, of course, I’m logging this idea that we were really concerned 

about the DAAR messaging. Remember, we wrote the DAAR messaging 

document which we shared with Samaneh, and then they were like, 

“Well, you know, we’re already making some changes, so it’s kind of out 

of date.” Maybe one of our next work products is revisiting that and 

fixing some of the DAAR messaging. If we’re going to be changing the 

way the data is presented, it may be that we have an opportunity to fix 

the messaging at that time. So we definitely want to keep that in mind 

as well. 

So that being said, we have a little bit of however. I’d like to keep this 

conversation going on the list. I know we’re all super busy and we tend 

to not, and I’m guilty of it as well, not think about this during the course 

of the week and then we all kind of dive in on Tuesday. But if we can 
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give this some serious thought, Samaneh is going to present her data 

next week, at least we hope. And we would love to be able to then 

immediately follow that with, Can you run this test? And that would be 

a really helpful subsequent follow-up. 

But I would like everybody to have an opportunity to really think about 

it and make sure that they have a chance to get comfortable with it an 

to vet any concerns they have. Because I think you can tell that Jim and I 

while we’re both trying to cautiously go forward and present some 

options and push the envelope a bit, we have our own reservations. And 

Jim has called out several of them and I’ve called out a few. So we 

definitely have reservations. We’ve noted the reservations in the chat. 

But do the reservations stop us, or are the reservations just things we’re 

going to suck it up and try anyway? Those are, I think, really important 

questions to ask ourselves. Are we willing to try, or is this just too much 

of a slippery slope for us? 

Does anybody have any last comments or thoughts that they want to 

add? Because I feel like everyone has had a chance to either make their 

statement on this or enter their thoughts into the chat, and any further 

wordsmithing is likely to be better done in the Google doc kind of 

offline. I don’t have any need to keep this call going if we’ve all 

exhausted what we were thinking or had to say on this topic. 

Jim’s entering Kurt’s comments right into the body, which is great 

because then everybody has a chance to see what some of those 

thoughts are. So that’s very helpful. Thanks a lot, Jim. 
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All right, well, good. I will give you back five minutes of your day. 

Thanks, everyone, for joining and especially to Kurt and Jim for the 

rousing discussion. It’s always helpful. And really be thinking. I know this 

is a really tough question. All of our organizations are a little bit gun shy 

about putting information out there. So weigh in on the list. Add your 

thoughts to the Google doc. We’re going to send it around for people to 

comment on. 

Next week, anticipate we’re going to talk to Samaneh and then we’ll 

probably not get to this. But we should be able to circle back on this the 

following week. And in a perfect world we would wrap this all up online 

and we could send this to Samaneh following our call with her so she 

can get working on it for the following call. But that’s a perfect world. 

Thanks, everybody, for joining. I really appreciate the discussion. Sue, I 

think we can end the call. Have a wonderful day, everyone. 
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